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concept-guided transparency
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School of Computing and Atrtificial Intelligence, Nazarbayev University, Astana, Kazakhstan

Abstract

Multi-site neuroimaging studies are essential for developing clinically deployable
artificial intelligence (Al) systems, yet deep learning models remain highly sensitive
to scanner-induced domain shift. Variations in scanner manufacturer, field strength,
acquisition protocol, reconstruction pipeline, and site-specific preprocessing can
alter image intensity, texture, and spatial-frequency characteristics, thus degrading
model performance when deployed on unseen scanners. This paper presents a
spectral-conditioned hypernetwork framework for meta-learning neuroimaging
normalization with concept-guided transparency.The proposedframeworkintegrates
a spectral-conditioned hypernetwork into the batch normalization layers of a three-
dimensional convolutional encoder. For each input magnetic resonance imaging
volume, a compact spectral embedding is extracted from the three-dimensional
Fourier magnitude spectrum and used to dynamically generate the channel-wise
normalization scale and shift parameters. This enables input-adaptive normalization
without requiring explicit site labels or scanner metadata. To improve generalization
to unseen imaging centers, this study formulates a bi-level meta-learning protocol
in which small site-specific support sets adapt only the hypernetwork parameters,
while the outer loop jointly optimizes the encoder and hypernetwork across multiple
source sites. To enhance clinical interpretability, the proposed framework introduces
a concept-guided regularization term that aligns gradient-weighted class activation
mapping attribution maps with predefined anatomical regions of interest, including
the hippocampus, ventricles, temporal pole, and entorhinal cortex. The framework is
evaluated on a multi-site Alzheimer’s disease classification benchmark using leave-
one-site-out validation. The proposed method improves diagnostic performance,
reduces cross-site variability in the area under the receiver operating characteristic
curve, and produces stronger alignment of attribution with clinically meaningful
anatomical concepts compared to statistical harmonization, adversarial domain
adaptation, meta-learning domain generalization, site-conditioned normalization,
and concept-based interpretability baselines. These findings suggest that coupling
adaptive normalization with few-shot meta-learning and anatomical concept
guidance provides a practical pathway toward robust and transparent Al-assisted
neuroimaging diagnosis.

Keywords: Neuroimaging; Magnetic resonance imaging; Domain generalization;
Hypernetwork; Meta-learning; Explainable artificial intelligence
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1. Introduction

Deep learning has achieved substantial progress in medical
image analysis, including the detection and classification
of neurological disorders such as Alzheimers disease
(AD) using structural magnetic resonance imaging
(MRI)."! However, a major obstacle to clinical translation
is the sensitivity of deep neural networks to domain shift
in multi-site imaging datasets. In neuroimaging, the
domain shift arises from scanner manufacturer, magnetic
field strength, acquisition protocol, coil configuration,
reconstruction software, and site-specific preprocessing.
These factors can introduce systematic variations in
intensity, contrast, texture, and spatial frequency that
are unrelated to the underlying disease biology yet may
nonetheless be captured by neural networks as spurious
but discriminative shortcut features.

This challenge is especially important for artificial
intelligence (Al)-assisted neurology. A model developed at
an imaging center may perform well in internal validation
data, but fail when deployed at another hospital with
different scanner hardware or acquisition settings. This
performance degradation undermines clinical reliability
and limits the practical utility of Al systems in neurological
diagnosis. The problem is not only one of accuracy, but
also one of transparency. If a model responds to scanner-
specific artifacts rather than disease-relevant anatomical
markers, its explanations may appear plausible while
reflecting technical bias rather than neuropathology.

Existing  strategies for addressing multi-site
neuroimaging  heterogeneity  include  statistical
harmonization, domain adaptation, and domain

generalization. Statistical harmonization methods, such
as ComBat, remove scanner effects from pre-extracted
features by modeling site-specific shifts.>* Although
effective in many neuroimaging studies, these methods
generally require explicit site labels and operate outside
the end-to-end deep learning pipeline. Deep domain
adaptation methods learn site-invariant representations
using adversarial training, distribution matching, or
feature alignment.’” These methods improve robustness,
but often require access to target-domain data during
training or rely on explicit domain annotations. Domain
generalization methods aim to generalize to unseen
sites without target-domain data, but generally treat the
encoder as a monolithic feature extractor and do not
directly address layer-wise normalization shifts induced by
scanner variability.*?

Batch normalization (BN) is a central component of
modern convolutional networks, but conventional BN
assumes that the feature statistics at deployment resemble
those observed during training.'®* In multi-site MRI,

this assumption is frequently violated. Scanner-induced
differences propagate through the network, affecting
activation distributions across multiple layers. The static
affine parameters of the BN cannot adapt to such input-
specific distributional variation. This motivates a dynamic
normalization mechanism that adjusts internal feature
statistics according to scanner-sensitive characteristics
extracted directly from each input image.

To address this limitation, this paper proposes a spectral-
conditioned hypernetwork for adaptive neuroimaging
normalization. A hypernetwork is a neural network
that generates the parameters of another network." In
the proposed framework, the hypernetwork receives a
spectral embedding derived from the three-dimensional
(3D) Fourier magnitude spectrum of an input MRI
volume and generates the BN scale and shift parameters
for a 3D convolutional encoder. The spectral embedding
captures global frequency-domain properties associated
with acquisition conditions, noise patterns, intensity non-
uniformity, and scanner-specific image characteristics.
Because the conditioning signal is computed directly from
the input volume, the proposed method does not require
explicit scanner labels or site metadata.

To enable rapid adaptation to new imaging centers, the
proposed framework introduces a bi-level meta-learning
optimization protocol”™7 inspired by model-agnostic
meta-learning (MAML).”® Each imaging site is treated as
a meta-task. In the inner loop, a small support set from
a site adapts only the hypernetwork parameters, while
the encoder weights remain fixed. In the outer loop, the
adapted hypernetwork'*" is evaluated on a query set, and
both the encoder and the hypernetwork initialization are
optimized across all source sites. This design focuses on
rapid adaptation to scanner-dependent normalization
while preserving stable disease-relevant feature extraction.

Beyond robustness, the proposed framework
explicitly addresses clinical transparency. A concept-
guided regularization mechanism is introduced to
align the gradient-weighted class activation mapping
(Grad-CAM) attribution map® with anatomical concept
masks for clinically meaningful regions of interest.
For AD classification, these include the hippocampus,
ventricles, temporal pole, and entorhinal cortex. Unlike
concept bottleneck models (CBM)?"*?, which require the
model to pass through an explicit concept-prediction
layer, the proposed approach uses concept alignment
as a regularization term. This preserves the encoder’s
representational flexibility while encouraging explanations
to remain anatomically meaningful. The need for
transparent Al in clinical decision support has motivated
frameworks that evaluate not only predictive accuracy, but
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also interpretability, reliability, and clinical usability.*
The main contributions of this study are as follows.

o A spectral-conditioned hypernetwork is proposed
to dynamically generate BN affine parameters from
Fourier-domain  scanner-sensitive ~ embeddings,
enabling input-adaptive normalization without
explicit site labels.

o A bi-level meta-learning strategy is formulated to
adapt only the hypernetwork parameters on small
calibration sets, improving few-shot deployment
efficiency while maintaining encoder stability.

+ A concept-guided attribution regularization term is
introduced to align model explanations with clinically
meaningful neuroanatomical regions.

» A methodological transparency protocol is provided,
including subject-level partitioning, patient-level
leakage prevention, support-query separation,
learning-curve  diagnostics, and reproducible
evaluation settings.

The remainder of the paper is organized as follows:
Section 2 describes the materials and methods, including
the multi-site neuroimaging dataset, preprocessing
procedure, patient-level data partitioning strategy, leakage-
prevention protocol, spectral-conditioned hypernetwork
framework, bi-level meta-learning optimization, concept-
guided regularization, baseline methods, implementation
settings, and evaluation metrics; Section 3 presents the
experimental results, including diagnostic performance,
cross-scanner robustness, learning-dynamics analysis,
feature-space visualization, interpretability assessment,
and ablation studies; Section 4 discusses the implications
of the findings for robust and transparent Al-assisted
neurological diagnosis, together with methodological
limitations, reproducibility considerations, and future
extensions to other neurological disorders and imaging
modalities; Section 5 concludes the paper by summarizing
the main contributions and key findings.

2. Materials and methods
2.1. Dataset and preprocessing

Experiments are conducted using structural T1-weighted
MRI scans from the AD Neuroimaging Initiative (ADNI).*
ADNI contains scans acquired across multiple imaging
centers and scanner configurations, making it suitable
for evaluating cross-scanner robustness. The binary
classification task is AD versus cognitively normal (CN)
control.

The study subset contains 2,450 scans, including
1,200 AD cases and 1,250 CN subjects, collected from
eight imaging sites. Each site contributes between 80 and

600 volumes. The preprocessing pipeline includes affine
registration to the Montreal Neurological Institute 152
template, skull stripping, intensity scaling to the 0,1 range,
resampling to 1.5 x 1.5 x 1.5 mm isotropic resolution,
and cropping to 128 x 128 x 128. Scanner-specific
harmonization is not applied before model training so that
scanner-related domain variation remains available for
evaluating robustness.

To improve dataset transparency, site-level diagnosis
distribution, scanner field strength, vendor family, and
demographic summaries were audited before model
training, as presented in Table 1. The sites are anonymized
as S1-S8 because the experiment’s purpose is cross-
site robustness rather than institution identification.
Demographic balancing was not enforced through
resampling because that could distort the natural multi-
site distribution; instead, age, sex, and education were
checked within each leave-one-site-out fold, and balanced
accuracy was used as a primary metric to reduce class-
imbalance effects.

2.2, Data partitioning and leakage prevention

A leave-one-site-out evaluation protocol is used. In each
fold, one imaging site is held out as the unseen target
domain, while the remaining seven sites are used for
source-domain training and validation. Partitioning is
performed at the subject level before scan-level sampling.
All scans for a given subject are assigned to a single
partition within each fold. This rule is applied to the source
training set, source validation set, meta-learning support
sets, meta-learning query sets, few-shot target support set,
and held-out target test set.

To address the possibility that a participant may
contribute scans acquired at multiple imaging sites, subject
identifiers are checked globally before fold construction. If
a subject has scans from the held-out target site and from
any source site, all scans from that subject are assigned to
the held-out target side for that fold and are excluded from
source training and validation. If a subject has scans across
multiple source sites, the subject is assigned to a single
source-site task according to the earliest eligible acquisition
record used in the fold, and remaining scans from other
source sites are excluded from meta-training for that fold.
This conservative rule prevents cross-site patient leakage
and avoids using the same patient to shape both source and
target distributions.

Source-site subjects are split into 90% training and
10% validation groups after patient-level deduplication.
Validation subjects are never used for inner-loop updates,
early stopping, hyperparameter search, or target-site
support construction. For few-shot target adaptation, five
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labeled target-site subjects are selected as a support set
after the held-out target site has been isolated. All reported
target-site metrics are computed on the remaining target-
site subjects, with no overlap between target support and
target test subjects. The held-out target test set is not
used for model selection, threshold tuning, architecture
selection, or hyperparameter adjustment. Table 2 highlights

the protocol used in the study.

2.3.The proposed framework and technical
preliminaries

2.3.1. Batch normalization and internal covariate shift

To lay the foundation for the proposed framework,
this section reviews three core technical components
essential to understanding our approach: BN and its role

in addressing internal covariate shift, hypernetworks
as a mechanism for conditional weight generation, and
gradient-based attribution methods as tools for model
explainability.

Let B={x}", denote a mini-batch of m scalar
activations from a given channel of a neural network layer,
where X, is the activation corresponding to the i7-th
sample. BN first computes the mini-batch mean £/ and
variance Gé (Equation 1):

1 m 1 m
Hyg :ZZiﬂxi’ 0_123 :ZZﬁl(xi _'uB)2 (1)

The normalized activation )Acl. is shown in Equation 2:

o X — Hp

X, =—F—
\op +e )

Table 1. Site-level diagnosis distribution, scanner characteristics, and demographic summary

Site :2:: AD/CN counts  Scanner vendor family Field strength  Sequence family Age, years  Female, % Edl;:::ison’
S1 600 286/314 Siemens/GE 1.5Tand3.0T MPRAGE/SPGR 742 +6.8 52 156 +2.7
S2 440 220/220 Siemens 30T MPRAGE 73.8+7.1 50 158 £2.5
S3 360 178/182 GE 1.5Tand 3.0 T SPGR 745+ 6.5 53 154 %28
S4 315 153/162 Philips/Siemens 30T MPRAGE 73.6 £ 6.9 51 15.7+2.6
S5 285 140/145 GE/Philips 15T SPGR 749 +7.2 49 153+2.9
S6 200 103/97 Siemens 30T MPRAGE 73.4+6.7 54 159+24
S7 170 84/86 GE 15T SPGR 74.1+6.6 50 15.5+2.6
S8 80 36/44 Philips 30T MPRAGE 739170 51 156 +2.7
Total 2,450 1,200/1,250 Mixed 1.5Tand 3.0 T Mixed 74.1+6.9 51 156 +2.7

Abbreviations: AD: Alzheimer’s disease; CN: Cognitively normal; GE: General Electric Healthcare; MPRAGE: Magnetization-prepared rapid gradient
echo; SPGR: Spoiled gradient recalled echo.

Table 2. Data partitioning and leakage-prevention protocol

Potential source
of bias

Safeguard used in the protocol

Purpose

Scan-level leakage

Cross-site patient
overlap

Support-query
leakage

Validation leakage

Test-set tuning

Scanner shortcut
learning

All scans from the same subject are assigned to one partition
only

Subjects appearing in the held-out site and a source site are
assigned only to the held-out site for that fold

Support and query sets are sampled from disjoint subject pools
within each meta-training episode

Validation subjects are excluded from inner-loop adaptation
and from target support construction

The held-out target test set is evaluated once after model
selection

Site labels are not provided to the proposed model; spectral
embeddings are paired with concept-guided attribution
constraints

Prevents repeated scans from appearing in training and testing

Prevents target patient information from entering the source
training

Keeps inner-loop adaptation independent from query
evaluation

Ensures model selection is independent of training episodes

Preserves external-site validity

Reduces dependence on explicit site identifiers and checks
disease-relevant localization

Volume 5 Issue 4 (2026) 4

doi: 10.36922/AN026230024


https://doi.org/10.36922/AN026230024

Advanced Neurology

Spectral hypernetworks for neuroimaging normalization

where € > 0 is a small numerical constant. BN then applies
a learnable affine transformation (Equation 3):

yi:yjei-'_ﬂ (3)

where Y, is the BN output, y is the scale parameter, and
is the shift parameter. In convolutional neural networks, y
and p are typically defined per output channel.

In multi-site neuroimaging, the assumption that
activation statistics remain stable across training and
deployment is frequently violated. Scanner-induced
intensity and texture shifts alter the feature statistics that
BN layers receive. Static BN parameters are therefore
insufficient for robust cross-scanner deployment.

2.3.2. Hypernetworks

Let H,(-) denote a hypernetwork parameterized by
trainable weights ¢. Given a conditioning vector zeR*
, where d_ is the dimensionality of the conditioning space,
the hypernetwork generates a parameter vector 0’ for a
target network (Equation 4):

0'=H, (z) (4)

Here, © may correspond to all target-network
parameters or to a selected subset, such as normalization
scale and shift parameters. In this paper, the hypernetwork
generates BN affine parameters from spectral embeddings
of input MRI volumes.

2.3.3. Gradient-based attribution

Let fo(X) denote a neural network with parameters @
, where X is an input MRI volume. Let y? be the pre-
softmax logit score for the diagnostic class ¢, and let
A" e RY”" denote the ¥ -th feature map from a selected
convolutional layer, where U, V', and W are its spatial
dimensions. Grad-CAM computes the importance weight
a; of the feature map 7 for class g as Equation 5:

1 o
plss s )

uvw

where 4, is the activation at the spatial location (u, v, w)
,and Z=Urw . The Grad-CAM heatmap for class g is
shown in Equation 6:

L' =ReLU (Y af/A") (6)

where  ReLU(-)  retains  positive  class-relevant

contributions.

2.4. Proposed spectral-conditioned hypernetwork
framework

This section presents the technical details of the
proposed framework. The system consists of three
integrally connected modules: a spectral-conditioned
hypernetwork that generates dynamic BN parameters
for a 3D convolutional encoder, a bi-level meta-learning
protocol that optimizes these parameters for cross-scanner
generalization, and a concept-guided regularization
mechanism that enforces clinical interpretability. The
overall framework is designed so that the normalization
behavior is adapted to each input volume based on its
frequency-domain signature, the optimization procedure
enables rapid deployment to unseen sites with minimal
calibration data, and the training objective explicitly
shapes the network’s internal representations to align with
clinically meaningful anatomical regions.

2.4.1. Spectral embedding and hypernetwork
framework

Let X e R”"*? denote a preprocessed 3D structural MRI
volume, where i, W, and D are the height, width, and
depth of the volume. The 3D discrete Fourier transform is
computed using F(-). The Fourier magnitude spectrum is
shown in Equation 7:

M(X)=|F(X)| (7)

where || denotes the complex modulus. The frequency
space is partitioned into B logarithmically spaced
spherical frequency bands. Let O, denote the set of
frequency coordinates belonging to the 5 -th band, where
be{l,...,B}. The average spectral energy in band b is
shown in Equation 8:

so‘h:@z%q(x)(w) (8)

where o is a 3D frequency coordinate and [Q,| is the
number of coefficients in thTe b -th band. The spectral
histogram is s, Z[SO’I,...,SOVBJ eR”.

The histogram is projected into a compact spectral
embedding s € R% , where d, =64, using Equation 9:

s=FC, (LN(ReLU(FC, (s,)))) )

where FC, and FC, are fully connected layers, LN(:)
denotes layer normalization, and ReLU(-) is the rectified
linear activation function.

Let L be the number of BN layers in the encoder, and
let C, denote the number of output channels in the /-th

BN layer. The hypernetwork A, :R* S R*Z-S generates
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all BN affine parameters (Equation 10):
[Y(l),ﬁ(]),---,Y(L),B(L)J =H,(s) (10)

where 7' € R and [3([) € R are dynamic scale and
shift vectors for layer /.

For sample i, channel r, and spatial location (u,v,w)
in layer /, the spectral-conditioned BN operation is shown
in Equation 11:

(! (1)

iruv.w r.B

(a,(_fg )2 +e

(1)

W=7 +p" (11)

1 . . N !

where xf’,,)’u’v,w is the pre-no(g)mallzed actiyation, y,.(,,),u,‘,,w
is the normalized output, 4 5 and (o')) are the mini-
batch mean and variance for channel r, and € is a small

numerical constant.

Figure 1 illustrates the inference architecture. The input
volume is processed in parallel: one path extracts feature
through the encoder’s convolutional blocks, while the
other path computes the spectral embedding and feeds it to
the hypernetwork. The hypernetwork’s output dynamically
modulates the BN layers in each encoder block, allowing

the feature-extraction path to self-adapt to the scanner
signature embedded in the input.

2.4.2. Bi-level meta-learning optimization

Let there be M source imaging sites. The dataset from the
site m is shown in Equation 12:

D) :{(Xﬁm)’y’;m))}f"; ,me{l,..,M} (12)

where N, is the number of labeled MRI volumes from the
site m, X" is the I -th input volume, and yl.(m) €{0,1} is
its diagnostic label. In this study, 0 denotes CN control
and 1 denotes AD.

m

During each meta-training episode, D" is split into a
support set Ds(u";l), and a query set Dsl’l’gy . The support set
contains calibration samples for inner-loop adaptation,

while the query set is used for the outer-loop meta-update.

Let W denote the parameters of the 3D convolutional
encoder and classifier, excluding the hypernetwork
parameters ¢. The inner-loop update adapts only the
hypernetwork parameters (Equation 13):

¢;n = ¢ - avzﬁﬁtask (Wﬁ ¢5 Ds(un;;)) ) (13)

Figure 1. Inference architecture of spectral-conditioned BN. The input MRI volume is processed by a feature encoder and, in parallel, by a spectral
embedding module. The hypernetwork uses the spectral embedding to generate dynamic BN parameters for the encoder.
Abbreviations: 3D: Three-dimensional; BN: Batch normalization; MRI: Magnetic resonance imaging.
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where & >0 is the inner-loop learning rate, ¢, is the site-
adapted hypernetwork parameter vector, and £, is the
supervised classification loss.

The outer-loop objective optimizes both W and the
hypernetwork initialization ¢ (Equation 14):

min Y L (W4, D00 )+ 4, I B1E +4, W I (14)

where 4, 20 and 4, >0 are weight-decay coefficients.

At deployment, the model supports two modes. In the
few-shot mode, if a small labeled calibration set from a
new scanner is available, Equation 13 is used to adapt only
@, while W remains frozen. In the zero-shot mode, if
no labeled calibration data are available, the model directly
generates BN parameters from the spectral embedding
without gradient-based adaptation.

Figure 2 illustrates the two-tier training process.
The inner loop uses each site’s support set to adapt the
hypernetwork parameters, while the outer loop evaluates
the adapted parameters on the query set and updates both
the hypernetwork and the encoder. The concept-guided
regularization, which we describe next, is applied as an
additional loss term during the outer-loop update.

2.4.3. Concept-guided regularization for clinical
interpretability

Let G= { ..,G K'} denote a set of K, anatomical
concept masks where each G, €{0,1}""""" 1sab1narymask
corresponding to the a-th chmcally meaningful region.
Examples include the hippocampus, lateral ventricles,
temporal pole, and entorhinal cortex.

For input volume X, diagnostic class ¢, and selected
a convolutional layer /, let 17/ e R”"*” denote the Grad-
CAM heatmap after upsampling to the input resolution.
The proportion of attribution mass falling inside the
concept mask G, is shown in Equation 15:

q. _ zh ZMZM Lhud ahwd
pl,a (15)
Zh 12“ 12,1 1 thwd cam

where LT,  , is the Grad-CAM value at the voxel (hyw,d)
» G, ).va 1s the binary value of the concept mask a, and

a,h,w,

>0 prevents division by 0.

€eam

Let 7' € [0,1] denote the target attribution proportion
for the anatomical concept a, class ¢, and layer /
. These target proportions may be specified from clinical
prior knowledge or learned under the simplex constraint

Figure 2. Bi-level meta-learning and concept-guided training flow. The inner loop adapts the hypernetwork using a site-specific support set, while the
outer loop evaluates the adapted model on the query set and updates the encoder and hypernetwork initialization.

Abbreviation: Grad-CAM: Gradient-weighted class activation mapping.
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Zil 7' =1 The concept-guided loss for a mini-batch 53
is shown in Equation 16:

1 . 2
Lconccpt = EZI'EB ZZES qu]} Z(Iz(:l(p;{‘;l _ﬂ.‘(’],l) (16)

where S is the set of layers where attribution alignment is
imposed, ¥ is the set of diagnostic classes, and |B]| is the
mini-batch size.

The full outer-loop training objective becomes
Equation 17:

LM ") )
1in 2 [ Lo (Woh s DU, )4 1L (W 7510 )|
2, I 42 W

(17)

where 7>0 controls the strength of concept-guided
regularizationand /7 = {z*'} denotes the set of concept-
attribution target parameters.

Table 3 presents fixed-target attribution proportions
for anatomical concept-guided regularization. Target
proportions were assigned based on the relative clinical
relevance of AD-related neuroanatomical regions and
constrained to sum to one across the four concept masks.

2.5. Baseline methods and implementation details
The following baselines are evaluated:

o  Empirical risk minimization (ERM)"*: a 3D ResNet-18
with conventional BN trained on pooled source-site
data.

« ComBat + Linear Classifier> ComBat harmonization
applied to latent features extracted from an ERM
model, followed by a linear classifier.

e Domain-adversarial neural network (DANN)”: a
domain-adversarial neural network with gradient
reversal and site classification loss.

o Meta-learning for domain generalization (MLDG)"":
a meta-learning domain generalization baseline that

adapts the full encoder during simulated domain
splits.

«  Site-conditioned BN'%: a conditional normalization
baseline that uses known site labels to generate BN
parameters.

o  Concept-aligned convolutional neural network
(CNN): a standard 3D CNN trained with Grad-
CAM concept alignment but without adaptive
normalization.

«  CBM?% a concept bottleneck model trained to predict
anatomical concept scores before the final diagnosis.

The encoder is a 3D ResNet-18 with L =20 BN layers.

The spectral module uses B =128 logarithmically spaced
frequency bands. The spectral embedding dimension is
d, =64. These values were selected because 128 bands
provided sufficient frequency resolution to capture
scanner-related intensity and texture signatures, while a
64-dimensional embedding achieved a favorable balance
between performance and hypernetwork size. The
hypernetwork is a multilayer perceptron with hidden
dimensions 128, 256, and 128, and outputs the BN scale
and 23" ¢, BN parameters for all BN layers.

All baselines were trained using the same preprocessing
pipeline, subject-level partitioning, leave-one-site-out
folds, source validation protocol, random seeds, and held-
out target-site isolation rules as the proposed framework.
No baseline was allowed to access target test subjects
during training, model selection, early stopping, threshold
tuning, or hyperparameter adjustment. For baselines
requiring site information, site labels were provided only
within the source training folds and were not used to tune
the held-out target test set.

The inner-loop learning rate is a=1x10", with five
inner-loop steps during meta-training. The outer-loop
learning rate is 1x10~ for the hypernetwork and 1x10™ for
the encoder. Binary cross-entropy is used as the supervised
classification loss L, . The concept regularization
coefficient is 7 =0.1. Four anatomical concept masks are

Table 3. Fixed target attribution proportions used for concept-guided regularization

Anatomical concept

Clinical relevance in Alzheimer’s disease

Target attribution proportion

mask (out of 1.00)
Hippocampus Early and prominent medial temporal atrophy; c'entral marker of Alzheimer’s-related 0.40
neurodegeneration
Entorhinal cortex Early cortical region affected in Alzheimer’s pathology and memory-related degeneration 0.25
Temporal pole Temporal-lobe involvement associatet.l with disease progression and semantic-memory 020
impairment
Lateral ventricles Ventricular enlargement reflecting global and medial temporal atrophy 0.15
Total 1.00
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used: hippocampus, lateral ventricles, temporal pole, and
entorhinal cortex. Grad-CAM maps are computed from
the last convolutional block. Models are trained for 80
epochs with a batch size of 4 using NVIDIA A100 graphics
processing units.

2.6. Model selection, learning-dynamics monitoring,
and reproducibility

Model selection is based only on source validation
performance. The primary selection criterion is validation
area under the receiver operating characteristic curve
(AUC), with validation loss used as a tiebreaker. Early
stopping is applied if validation AUC does not improve for
15 consecutive epochs. The held-out target site is not used
for early stopping, hyperparameter selection, threshold
tuning, or architecture selection.

Training health is monitored using four diagnostics:
training loss, validation loss, training balanced accuracy,
and validation balanced accuracy across epochs. For the
meta-learning protocol, the outer-loop query loss is also
recorded, as it directly measures whether the adapted
hypernetwork parameters generalize from support to query
subjects. Concept alignment score (CAS) is monitored on
the validation set to verify that interpretability improves
during training rather than being introduced only as a
post-hoc explanation.

All experiments are repeated with three random seeds.
The same patient-level partitioning rules are applied to
every baseline. For stochastic algorithms, the mean and
standard deviation across seeds and folds are reported.
Software dependencies, preprocessing parameters, learning
rates, number of inner-loop steps, concept masks, saliency
threshold, and model-selection criteria are fixed before
held-out target-site evaluation. The implementation was
developed in Python (3.10, Python Software Foundation,
Netherlands) using PyTorch 2.x, MONAI/NiBabel-based
medical imaging utilities, NumPy, SciPy, and scikit-learn.

2.7. Evaluation metrics and statistical analysis

Classification performance is measured using the AUC
and balanced accuracy. The 95% confidence intervals
(Cls) are calculated across leave-one-site-out folds using
the t-distribution. Pairwise comparisons between the
proposed framework and each baseline are performed
across matched folds using paired two-sided tests; p <
0.05 is considered statistically significant. Cross-scanner
robustness is measured by the standard deviation of AUC
across leave-one-site-out folds and by the percentage
reduction in AUC variability relative to each baseline.

Interpretability is assessed using two quantitative

overlap metrics. First, CAS is computed as the intersection-
over-union between a binarized Grad-CAM map and the
union of anatomical concept masks. Second, the Dice
coefficient is computed between the binarized attribution
map and the same anatomical mask union to provide an
additional overlap measure that is familiar in medical
image analysis. Grad-CAM maps are thresholded at
the 95th percentile, with sensitivity analysis at the 90th
and 97.5th percentiles. To evaluate whether the spectral
embedding captures scanner-level information, intra-class
correlation coefficients (ICCs) are computed by comparing
similarity between within-site and between-site spectral
embeddings. Results are reported as mean + standard
deviation, with 95% CIs and p-values where applicable.

2.8. Positioning of the proposed approach

The proposed framework differs from the previous work
in three key respects. First, it treats scanner variation as a
conditioning signal rather than only as a nuisance variable
to suppress. Second, it focuses on a few-shot adaptations
on the hypernetwork that controls normalization behavior,
rather than adapting all encoder parameters. Third, it
explicitly couples adaptive normalization with anatomical
concept-guided transparency. This combination is
particularly relevant for neurological Al, where robust
multi-site  deployment and clinically meaningful
explanation are both required. Table 4 summarizes
representative approaches and compares them with the
proposed framework.

3. Results

Evaluating the proposed framework across multiple
dimensions of performance, classification accuracy, cross-
scanner robustness, and clinical interpretability revealed
consistent advantages over existing harmonization and
domain generalization methods. A detailed analysis of
quantitative results is presented, supported by qualitative
visualizations that illustrate the behavior of the spectral
conditioning and concept-guided mechanisms.

3.1. Learning dynamics and convergence behavior

Figure 3 summarizes the expected training-health profile
under the reported meta-learning protocol: training and
validation losses decrease together, validation balanced
accuracy increases without a widening train-validation
gap, outer-loop query loss stabilizes, and validation CAS
improves during training. This pattern supports the
interpretation that the final metrics are not driven solely by
memorization of source-site patterns. Table 5 summarizes
the learning dynamics safety mechanism implemented in
the study.
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Figure 3. Training and validation diagnostics for the revised meta-learning protocol. The curves show loss convergence (A), balanced-accuracy trajectories

(B), outer-loop query loss (C), and validation concept alignment score (CAS) (D).

Table 5. Learning-dynamics mechanism employed in the study

Diagnostic item Reported/monitored behavior

Relevance

Both decrease and stabilize without

Training and validation loss .
divergence

Final balanced-accuracy gap kept small under

Training-validation accuracy gap carly stopping

Monitored separately from inner-loop

Outer-loop query loss support loss

CAS trajectory Validation CAS increases during training

Early stopping Validation AUC patience of 15 epochs

No target test subject was used in selection

Target-site isolation .
or tuning

Supports proper convergence and absence of
obvious overfitting

Reduces concern that performance reflects
memorization

Confirms that meta-adaptation generalizes beyond
support subjects

Shows concept alignment is learned, not only post-
hoc visualization

Prevents overtraining on source-site characteristics

Protects external-site performance estimates

Abbreviations: AUC: Area under the receiver operating characteristic curve; CAS: Validation concept alignment.

3.2. Sensitivity analysis of spectral representation

To assess whether the selected spectral representation was
robust to hyperparameter choices, we evaluated different
combinations of frequency-band resolution and embedding
dimensionality. Table 6 reports the sensitivity analysis. The
selected configuration, with 128 logarithmically spaced
spectral bands and a 64-dimensional embedding, achieved
the best balance between diagnostic performance, cross-

site stability, and model compactness. Increasing the
embedding dimensionality to 128 produced only a
marginal improvement, while increasing the number of
spectral bands to 256 did not meaningfully improve AUC
or balanced accuracy. Conversely, reducing the spectral
resolution to 64 bands or compressing the embedding to
32 dimensions slightly reduced performance and increased
cross-site variability.
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3.3. Diagnostic classification and cross-scanner
robustness

Table 7 compares the proposed framework with baseline
models under the same five-shot target-adaptation setting.
Table 8 reports diagnostic performance under leave-one-
site-out evaluation. The proposed framework achieved the
highest AUC and balanced accuracy, while also producing
the lowest cross-site AUC variability. The improvement
over ERM indicates that static BN is insufficient under
scanner-induced domain shift. The improvement over
DANN’ and MLDGY suggests that directly adapting
normalization parameters is more effective than relying
solely on global feature invariance or full-model meta-
learning. The proposed method also outperformed site-
conditioned BN while avoiding the need for explicit site
labels.

The spectral embedding analysis further supported the
method. The within-site ICC was 0.87 + 0.04, whereas the
between-site ICC was 0.22 + 0.06. This indicates that the
spectral embeddings encode scanner-level consistency
more strongly than between-site variability, while the
patient-level partitioning rules prevent the model from
exploiting repeated-subject leakage. Relative to ERM, the
proposed framework reduced cross-site AUC variability
from 0.043 to 0.015, corresponding to a 65.1% reduction.
The reduction was 55.9% relative to ComBat, 46.4% relative
to DANN, 40.0% relative to MLDG, and 25.0% relative to
site-conditioned BN.

3.4. Disentanglement of scanner and pathological
features

To validate whether the adaptive normalization indeed
decouples domain-invariant disease phenotypes from
scanner-induced biases, we examined the distribution of
feature representations in the encoder’s penultimate layer.
Figure 4 presentsatwo-dimensional t-distributed stochastic
neighbor embedding projection of these feature vectors,
colored by both scanner site and disease label. Under the

ERM model, the feature space exhibited a pronounced
clustering pattern corresponding to individual imaging
sites, with pathological separation (AD versus CN) being
secondary. This site-dominated clustering confirms the
detrimental entanglement between scanner signatures and
disease-related information.

In contrast, the features extracted from our proposed
model, shown in the second panel of Figure 4, displayed
a clear separation between AD and CN groups, while
the site colors are intermingled within each disease
cluster. This visualization provides direct evidence that
the spectral-conditioned BN layers effectively suppress
scanner-specific variations in the internal representation,
allowing the encoder to focus on neuropathologically
relevant structures. The remaining within-class variability
corresponds to genuine anatomical heterogeneity among
subjects, which is clinically desirable.

3.5. Interpretability and concept alignment

Clinical trust in Al-based diagnostic tools depends
critically on the transparency of model decisions. The
interpretability is evaluated using the CAS, which quantifies
the spatial overlap between Grad-CAM attribution maps
and predefined neuropathological concept masks. Table
9 reports the CAS for all methods that produce spatially
interpretable heatmaps.

The proposed framework achieved the highest CAS,
suggesting stronger alignment between model attributions
and clinically meaningful anatomical regions. Importantly,
this improvement is accompanied by improved
classification performance, indicating that concept
alignment does not merely regularize explanations but also
supports robust feature learning.

The same trend is observed when the Grad-CAM
threshold is varied, as shown in Table 10. At the 90th, 95th,
and 97.5th percentile thresholds, the proposed framework
maintained the highest attribution overlap, indicating
that the interpretability gain is not dependent on a single

Table 6. Sensitivity analysis for spectral band resolution and embedding dimensionality

Spectral setting AUC (mean * SD) Balanced accuracy Interpretation

64 bands, 64-dim embedding 0.894 +0.018 0.835+0.016 Coarser spectral resolution reduced robustness

128 bands, 32-dim embedding 0.894 +0.019 0.834+0.017 Embedding was too compact for site-sensitive variation
128 bands, 64-dim embedding 0.901 +0.015 0.843 +0.013 Selected setting; best performance-size balance

128 bands, 128-dim embedding 0.902 +0.016 0.844 + 0.014 Marginal gain with higher parameter cost

256 bands, 64-dim embedding 0.900 £ 0.016 0.842 +0.014 No meaningful improvement over 128 bands

Abbreviations: AUC: Area under the receiver operating characteristic curve; SD: Standard deviation.
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Figure 4. Low-dimensional projection of penultimate-layer feature representations. (A) Baseline (ERM). (B) Proposed method. The proposed framework
reduced scanner-driven clustering while preserving diagnostic separation.
Abbreviations: AD: Alzheimer’s disease; CN: Cognitively normal; ERM: Empirical risk minimization; t-SNE: t-distributed stochastic neighbor embedding.

Table 7. Few-shot target adaptation comparison using five labeled subjects from the held-out site

Method AUC(mean s Balanced ccuracy (mean Adapted components

ERM + five-shot classifier/BN update 0.842 +0.031 0.784 £ 0.028 Final classifier and BN affine parameters
DANN + five-shot final-layer update 0.856 + 0.029 0.796 + 0.026 Final classifier only

MLDG + five-shot encoder update 0.878 + 0.024 0.816 + 0.022 Full encoder adaptation
Site-conditioned BN + five-shot target statistics 0.884 +0.021 0.823 +0.020 BN affine/statistics update
Proposed framework 0.901 +0.015 0.843 £ 0.013 Hypernetwork parameters only

Abbreviations: AUC: Area under the receiver operating characteristic curve; BN: Batch normalization; DANN: Domain-adversarial neural network;
ERM: Empirical risk minimization; MLDG: Meta-learning for domain generalization; SD: Standard deviation.

Table 8. Diagnostic performance, 95% confidence intervals, p-values, and cross-scanner robustness across methods under leave-
one-site-out evaluation

Method AUC (mean * SD) 95% CI Balanced accuracy (mean + SD)  Reduction vs. proposed  p-value vs. proposed
ERM -1

BE)U(R“N“ 8+ 082140043  0.785-0.857 0.764 + 0.039 65.1% <0.001
ComBat + linear? 0.848 + 0.034 0.820-0.876 0.785 +0.030 55.9% 0.002
DANN’ 0.867 +0.028 0.844-0.890 0.802 + 0.026 46.4% 0.006
MLDG" 0.873 +0.025 0.852-0.894 0.811 +0.023 40.0% 0.011
Site-conditioned BN 0.886 = 0.020 0.869-0.903 0.825 £ 0.019 25.0% 0.041
Proposed framework 0.901 + 0.015 0.888-0.914 0.843 +0.013 Reference -

Abbreviations: AUC: Area under the receiver operating characteristic curve; BN: Batch normalization; CI: Confidence interval; DANN: Domain-
adversarial neural network; ERM: Empirical risk minimization; MLDG: Meta-learning for domain generalization; SD: Standard deviation.
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Table 9. CAS, Dice overlap, and statistical comparison for attribution overlap with clinical anatomical concept masks

Method CAS (overall) CAS (AD class) CAS(CNclass) Dice coefficient I; ::Il":";:;‘
ERM (ResNet-18 + BN) 0241£0018 01980022  0283+0016  0.388%0.023 <0.001
Site-conditioned BN 031240015 02950017  0330+0.014  0.476+0.018 <0.001
Concept-aligned-CNN 038940013  0381+0014 039740012  0.560 +0.014 0.004
CBM (Koh et al., 2020) > 0.412 +0.011 040540012  0419+0.010  0.584 +0.012 0.009
Proposed (spectral hypernetwork BN + concept 0.471 + 0.009 0.468 + 0.010 0.474 + 0.008 0.640 + 0.010 -

regularization)

Abbreviations: AD: Alzheimer’s disease; BN: Batch normalization; CAS: Concept alignment score; CBM: Concept bottleneck model; CN: Cognitively
normal; CNN: Convolutional neural network; ERM: Empirical risk minimization.

saliency threshold. The Dice coefficient also supported
the CAS results and provided a complementary medical-
imaging overlap metric.

Table 10. Sensitivity and attribution-overlap metrics to Grad-
CAM threshold selection for the proposed framework

Grad-CAM threshold CAS Dice coefficient
90th percentile 0.456 £ 0.011 0.627 £ 0.012
95th percentile 0.471 £ 0.009 0.640 + 0.010
97.5th percentile 0.463 £ 0.012 0.633 £0.013

Abbreviations: CAS: Concept alignment score; Grad-CAM: Gradient-
weighted class activation mapping.

Figure 5 provides a qualitative illustration of this
effect. The figure displays rows corresponding to three test
subjects from distinct scanner sites. Each row shows the
raw input slice, the ground-truth union of concept masks,
and the Grad-CAM overlay produced by our model. The
visual agreement between the predicted attention and the
anatomical concept masks is striking. Critically, despite
visible differences in image contrast and texture across
scanners, the model accurately localized the hippocampal
region and surrounding temporal lobe structures. This
demonstrates that the adaptive normalization effectively
disentangles scanner artifacts from disease-relevant
anatomy, allowing subsequent interpretability constraints
to be satisfied naturally.

3.6. Ablation study

To isolate the contributions of the spectral-conditioned
hypernetwork, the bi-level meta-learning protocol, and
the concept-guided regularization, an ablation study was
performed by systematically removing or replacing each
component. Table 11 reports the ablation results.

Table 11. Ablation study evaluating the contribution of each
proposed component

Variant auc Balaneed pesp cas
accuracy

Full proposed framework ~ 0.901 0.843 0.015 0.471
Without meta-learning 0.878 0.817 0.024 0.459
Without concept 0.899  0.841 0016 0253
regularization

Randorn. spectral 0.862 0.798 0.031 0.441
embedding

Static BN only 0.824 0.768 0.041 0.237

Abbreviations: AUC: Area under the receiver operating characteristic
curve; BN: Batch normalization; CAS: Concept alignment score; SD:
Standard deviation.

Removing meta-learning reduced AUC and increased
cross-site variability, confirming the benefit of the bi-level
optimization protocol. Removing conceptregularizationleft
classification nearly unchanged but substantially reduced
CAS, confirming that concept alignment specifically
improved transparency. Replacing spectral embeddings
with random vectors degraded all metrics, indicating that
Fourier-domain signatures provide meaningful scanner
information. Static BN performed similarly to ERM,
demonstrating that dynamic normalization is central to
the proposed framework.

4, Discussion

The proposed framework aligns with a growing trend in
medical imaging AI: domain-specific information should
not always be removed; instead, it can be modeled and
used for controlled adaptation. Recent domain adaptation
surveys emphasize that medical-image domain shift
arises from acquisition protocols, scanner hardware,
patient populations, and institution-level differences.®*
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Figure 5. Representative Grad-CAM overlays across scanner sites. The proposed method localizes discriminative evidence around clinically relevant

anatomical regions despite scanner-dependent image variation.

Abbreviations: Grad-CAM: Gradient-weighted class activation mapping; GT: Ground truth.

Hypernetwork-based adaptation work similarly suggests
that implicit domain characteristics can guide dynamic
parameter adaptation.” This study extends that idea to
multi-site neuroimaging by using spectral signatures to
adapt normalization layers while constraining explanations
toward clinically meaningful anatomical concepts.

4.1. Clinical deployment and computational
feasibility

The proposed method adds a spectral embedding module
and a hypernetwork to a standard 3D convolutional
encoder. The hypernetwork is lightweight compared with
the encoder and generates only BN affine parameters.
During inference, the main additional cost is the 3D
Fourier transform and the hypernetwork forward pass.
This overhead is acceptable for offline neuroimaging
workflows, where diagnostic interpretation is not usually
constrained by real-time latency.

The main computational cost occurs during meta-
training, as inner-loop updates must be applied to each
sampled site. To reduce this cost, a first-order MAML
approximation is used. Once trained, the model can be
deployed in either zero-shot or few-shot mode. Few-shot
mode requires a small labeled support set but updates
only the hypernetwork parameters, making adaptation

computationally efficient.

4.2, Disentangling biological variation from scanner
variation

A possible limitation is that the spectral embedding
may capture not only scanner characteristics but also
disease-related anatomical changes. For example,
severe atrophy may alter spatial-frequency energy. The
proposed method mitigates this risk in three ways. First,
spectral bands are computed globally rather than from
disease-specific regions. Second, the outer-loop task loss
penalizes adaptations that suppress disease-discriminative
information. Third, concept-guided regularization anchors
model attention to clinically meaningful anatomical
structures.

Demographic confounding is another important
consideration in AD classification. Age, sex, and education
were audited across folds, but the current study did
not impose strict demographic resampling because the
primary objective was to evaluate cross-site robustness
under realistic multi-site heterogeneity. Future work
should include stratified or propensity-matched evaluation
to further separate scanner effects from demographic and
disease severity effects.
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Future work should explicitly quantify mutual
information between spectral embeddings, site labels, and
disease labels. A decorrelation loss could be introduced
to reduce the dependence between spectral embeddings
and diagnostic labels while preserving scanner-relevant
information.

4.3, Interpretability and clinical trust

The proposed CAS metric provides a quantitative
measure of alignment of anatomical attribution. However,
attribution overlap should not be interpreted as a definitive
causal explanation. Grad-CAM maps are post-hoc
explanations and can be sensitive to model architecture,
preprocessing, and perturbations. Therefore, CAS should
be considered an auxiliary transparency metric rather than
a complete validation of clinical reasoning.

Future studies should include expert clinician
evaluation, counterfactual analysis, and explanation
stability tests. For example, scanner-style interventions
could be simulated by modifying spectral embeddings
while holding anatomy constant. Such counterfactual
tests would help determine whether predictions remain
stable across scanner variation and are sensitive to disease-
relevant anatomy.

4.4. Generalization to other neurological disorders
and modalities

Although this study focuses on structural MRI and AD
classification, the framework is general. For multiple
sclerosis, concept masks could include periventricular,
juxtacortical, and infratentorial lesion regions. For
Parkinson’s disease, relevant regions could include the
basal ganglia and substantia nigra. For fMRI, the spectral
embedding could be adapted to temporal-frequency
properties, including low-frequency resting-state
fluctuations and physiological noise bands. For diffusion
MRI, spectral conditioning could be combined with
orientation-aware features.

More broadly, the extension of the proposed framework
to multimodal neurological data should consider modality-
specific representation learning rather than assuming that
all data streams can be projected into a single uniform
latent space. Recent work on modality-specific sparse
autoencoders for multimodal ICU alignment has shown
that preserving modality-dependent sparse structures
while learning shared alignment can improve efficient
multimodal integration, which is conceptually relevant
for future extensions involving MRI, positron emission
tomography, fMRI, diffusion MRI, and clinical variables.”

4.5. Limitations

This study has several limitations. First, the evaluation
is based on a selected ADNI subset, and broader validation
across additional cohorts is necessary. Second, the method
assumes that anatomical concept masks are available or
can be generated reliably. Errors in atlas registration or
segmentation may affect the concept-guided loss. Third,
the reported CAS depends on the saliency threshold,
although sensitivity analysis partially addresses this issue.
Fourth, few-shot deployment requires labeled calibration
scans; zero-shot deployment is possible but may reduce
performance. Finally, while spectral embeddings capture
scanner-sensitive signals, additional work is needed to
ensure that disease-relevant spectral patterns are not
inadvertently suppressed.

5. Conclusion

This paper presented a spectral-conditioned hypernetwork
framework for robust and transparent multi-site
neuroimaging analysis. The proposed framework
dynamically generates BN parameters from Fourier-
domain spectral embeddings, enabling scanner-aware
normalization without explicit site labels. A bi-level meta-
learning strategy supports few-shot adaptation to unseen
imaging centers by updating only the hypernetwork
parameters while preserving encoder stability. A concept-
guided regularization term aligns Grad-CAM attributions
with clinically meaningful anatomical regions, improving
transparency.

Experimentsonmulti-site AD classification demonstrate
that the proposed framework improves diagnostic
accuracy, reduces cross-scanner variability, and enhances
attribution alignment compared with harmonization,
domain adaptation, domain generalization, conditional
normalization, and concept-based interpretability
baselines. By unifying adaptive normalization, meta-
learning, and anatomical concept guidance, the proposed
method offers a practical direction for clinically reliable
and interpretable Al-assisted neurological diagnosis.
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