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ABSTRACT

Automated sorting of agricultural products requires image-classification methods that 
combine reliable predictive performance with computational efficiency for deployment 
on resource-constrained devices. This study develops a surrogate model-based image-
processing framework to classify chili pepper (Capsicum annuum L.) products 
and seeds and evaluates its predictive accuracy, surrogate fidelity, and deployment 
efficiency. An initial dataset of 1,240 images representing green chili, fresh red chili, 
dried chili, and seeds was collected; after excluding 17 low-quality images, 1,223 images 
were analyzed. Image preprocessing and feature extraction generated a 14-dimensional 
representation incorporating color, texture, and morphological characteristics. 
MobileNetV3-Small served as the high-fidelity reference classifier, while Kriging, 
radial basis function (RBF), and polynomial response surface methodology (RSM) 
were evaluated as computationally efficient surrogates. The reference convolutional 
neural network achieved 97.1 ± 0.6% accuracy, compared with 95.8 ± 0.9%, 
93.6 ± 1.0%, and 91.3 ± 1.2% for Kriging, RBF, and RSM, respectively. Kriging 
achieved the highest surrogate fidelity (R2 = 0.94) while reducing inference latency 
from 46.2 to 5.4 ms/sample, an 8.6-fold improvement. Multi-objective optimization 
identified non-dominated accuracy–latency configurations for different computational 
constraints. The results demonstrate that surrogate selection depends on the required 
balance between predictive performance and computational resources. The proposed 
framework provides a practical basis for efficient, interpretable, and edge-deployable 
image classification in smart agricultural sorting systems.
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1. Introduction

Digital transformation in agriculture through 
computer vision, the Internet of Things, and 
artificial intelligence has enabled increasingly 
automated approaches to crop monitoring, 
harvesting, sorting, and quality grading.1-3 Among 
these applications, image-based classification of 
agricultural products and propagation materials 
is particularly suitable for automation because 
consistent, objective, and high-throughput 
assessment can reduce labor requirements and 
improve product uniformity.1,4

Product-stage classification identifies whole 
fruits by maturity or processing stage, whereas 
seed-stage assessment focuses on propagation 
material. Whole-fruit and isolated-seed images 
differ substantially in scale, acquisition method, 
feature distribution, and practical interpretation. 
A classifier combining these categories must 
therefore be evaluated cautiously, particularly 
when morphology provides stronger information 
for seed–fruit separation than for discrimination 
among fruit stages.

Chili pepper (Capsicum annuum L.) is an 
economically important horticultural crop 
worldwide and is widely cultivated for fresh 
and processed consumption as well as seed 
propagation.5,6 Across the chili production chain, 
two related but distinct quality-assessment tasks 
are important: (i) product-stage classification, 
which identifies fruits according to maturity or 
processing stage, such as green, ripe/red, and 
dried chili; and (ii) seed-stage classification, 
which distinguishes viable and high-quality seeds 
from damaged or non-viable seeds before planting 
or commercial distribution. These tasks involve 
different imaging conditions, with whole-fruit 
imaging for product classification and isolated-
seed imaging for seed assessment. Although 
related, they should be methodologically 
distinguished because their visual characteristics, 
feature distributions, and classification 
requirements differ.

Machine learning and deep learning techniques 
have been increasingly applied to agricultural 
image classification.7-9 In particular, convolutional 
neural networks (CNNs) can automatically learn 
discriminative visual features and have achieved 
high classification accuracy for seeds, grains, 
fruits, and other agricultural materials. However, 
their relatively large parameter counts, memory 
requirements, and inference latency can limit 
deployment on low-cost embedded platforms, such 
as Raspberry Pi-based systems, microcontroller-

class devices, and low-power field or conveyor-
integrated sorting systems.10,11 Consequently, 
practical smart-agriculture applications require 
not only high classification accuracy but also 
computational efficiency.

Surrogate modeling provides a potential 
alternative for reducing computational 
requirements. Techniques such as Kriging or 
Gaussian process regression, polynomial response 
surface methodology (RSM), and radial basis 
function (RBF) networks have been widely 
used in engineering design and optimization 
as computationally efficient approximations of 
expensive high-fidelity models.12-14 A surrogate 
model approximates the input–output relationship 
of a more complex reference model while 
substantially reducing the computational cost of 
subsequent predictions. Despite their established 
use in engineering applications, surrogate models 
have received limited systematic investigation as 
efficient alternatives to deep learning models for 
agricultural image classification.

Three gaps motivate this study. First, Kriging, 
RBF, and RSM have rarely been compared with 
a common CNN teacher for chili classification. 
Second, accuracy is often reported without latency, 
throughput, memory, or robustness. Third, 
model-level timing is sometimes interpreted as 
system-level throughput even though acquisition, 
segmentation, feature extraction, communication, 
and actuation contribute to operational delay. 
Recent work on online evolutive learning similarly 
emphasizes the tension between adaptation and 
bounded real-time latency,15 while ensemble 
feature aggregation illustrates the performance 
benefits and computational costs of combining 
multiple CNN representations.16

Accordingly, this study evaluates direct 
classification and knowledge-distillation modes 
for three surrogate families against MobileNetV3-
Small. Classification performance, probability-
level fidelity, interpretability, Raspberry Pi 
inference cost, and Pareto trade-offs are assessed 
within one experimental framework. The study is 
positioned as a controlled proof of concept. It does 
not claim cultivar-independent generalization, 
superiority over pruning or quantization, or 
validated end-to-end conveyor operation.

Three important research gaps therefore 
remain. First, surrogate modeling approaches have 
rarely been systematically benchmarked against 
a deep learning reference model for chili product 
and seed classification within the same data and 
validation protocol. Second, existing agricultural 
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image-classification studies commonly emphasize 
classification accuracy, while deployment-critical 
quantities such as inference latency, throughput, 
memory footprint, and robustness are reported 
less consistently. Third, conventional machine 
learning, deep learning, hyperspectral, and 
surrogate approaches are usually evaluated in 
separate studies, making it difficult to determine 
whether a modest loss in accuracy is justified by 
a substantial reduction in computational cost. 
These gaps motivate a deployment-oriented 
comparison in which predictive performance, 
fidelity to a high-capacity reference model, 
interpretability, and edge-computing cost are 
assessed together.

Accordingly, this study develops a unified 
framework for chili product and seed image 
classification that integrates image acquisition, 
compact color–texture–morphology feature 
extraction, surrogate modeling, knowledge 
distillation, multi-objective optimization, and 
graphical user interface (GUI) visualization. 
The specific contributions are: (i) a common 
benchmark of Kriging, polynomial RSM, and 
RBF surrogates against MobileNetV3-Small; 
(ii) evaluation of both direct classification and 
teacher-student surrogate fidelity; (iii) hardware-
based measurement of accuracy–latency–
memory trade-offs on a Raspberry Pi 4; (iv) 
Pareto-based model selection under an explicit 
memory constraint; and (v) robustness and GUI 
demonstrations that connect model benchmarking 
to practical smart-agriculture deployment. The 
objective is therefore not to claim that surrogate 
models universally outperform deep learning, but 
to establish when a compact surrogate can retain 
useful predictive performance while materially 
reducing edge-computing requirements.

2. Related work

Image-based classification has become an 
important component of intelligent agricultural 
systems because it enables rapid, non-destructive, 
and objective assessment of seeds and agricultural 
products. Previous studies have investigated a wide 
range of crops and materials using conventional 
machine learning algorithms, deep neural 
networks, and advanced imaging techniques. 
Representative studies are summarized in Table 
1. However, these approaches differ substantially 
in feature representation, model complexity, 
computational requirements, and suitability for 
deployment on resource-constrained hardware. 
Consequently, comparing only classification 

accuracy provides an incomplete assessment of 
their practical applicability.

Deep learning approaches have demonstrated 
strong classification capability in agricultural 
applications. Researchers have applied 
hierarchical CNN architectures to weed-seed 
identification, while continual-learning CNNs 
have been investigated for classifying multiple 
crop-seed types.7,8 These approaches benefit from 
automated feature learning and can accommodate 
complex visual variation. However, their practical 
deployment can require comparatively powerful 
computational hardware. Furthermore, although 
classification accuracy is commonly reported, 
inference latency and memory requirements are 
less frequently evaluated. This limitation becomes 
particularly important for real-time sorting 
systems, in which prediction speed, available 
memory, and processing throughput can directly 
determine whether a classification model can be 
implemented on embedded hardware.

Conventional machine learning approaches 
provide an alternative with lower computational 
complexity. Random forest and support vector 
machine (SVM) models have been applied to 
grain and fruit classification using manually or 
computationally extracted color, shape, and 
texture features.9,17 Hyperspectral imaging 
combined with partial least-squares discriminant 
analysis has also been investigated for seed-
quality assessment.18 These studies demonstrate 
that informative image-derived features can 
provide effective classification without necessarily 
requiring deep neural networks. Nevertheless, 
the relationship between feature representation, 
model complexity, predictive accuracy, 
and deployment cost remains insufficiently 
characterized for chili product and seed 
classification. Moreover, differences in datasets, 
imaging conditions, validation procedures, and 
computing platforms make direct comparison 
among reported accuracies difficult.

Surrogate modeling offers another potentially 
useful strategy. Unlike conventional classifiers 
that are trained directly for classification, 
surrogate models can approximate the response 
of a high-fidelity reference model using a 
reduced computational representation. Kriging 
or Gaussian process regression, polynomial 
RSM, and RBF models are widely used as 
computationally efficient approximations of 
expensive high-fidelity models.12-14 However, their 
application to agricultural image classification 
remains limited, and direct comparisons with 
high-fidelity reference models are scarce. The three 
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surrogate families also provide different modeling 
characteristics. Kriging offers flexible nonlinear 
approximation and probabilistic prediction, RBF 
models capture nonlinear relationships through 
localized basis functions, whereas polynomial 
RSM provides a simpler analytical representation 
with very low computational requirements. 
These differences make a common comparison 
particularly relevant when both predictive 
performance and computational efficiency are 
considered.

From an engineering–model–reduction 
perspective, the same surrogate philosophy is 
used when a computationally expensive reference 
model is replaced by a lower-cost approximation 
for repeated prediction and optimization. This 
study transfers that design logic to agricultural 
image classification: MobileNetV3-Small supplies 
the high-fidelity probability response, while 
Kriging, RBF, and polynomial RSM approximate 
the descriptor-to-response relationship. The 
purpose is therefore not to claim physics-informed 
image classification, but to evaluate whether 
established surrogate-model selection concepts 
can support accuracy–latency–memory trade-offs 
on resource-constrained hardware.

A further distinction concerns the relationship 
between classification accuracy and surrogate 
fidelity. A reduced model may correctly predict 
the final class while not reproducing the response 
behavior of the underlying high-fidelity model. 
Conversely, a surrogate that closely reproduces 
the reference-model output may provide useful 
information for model compression and knowledge 
transfer. Therefore, evaluating surrogate models 
against both ground-truth class labels and 
reference-model predictions provides a more 
complete assessment than classification accuracy 
alone. In this study, this distinction is quantified 
through conventional classification metrics 
together with root mean squared error (RMSE), 
mean absolute error (MAE), and R2 measures of 
surrogate fidelity.

A further limitation of previous studies is 
the lack of integrated evaluation of accuracy 
and computational efficiency. For practical 
deployment in smart sorting and agricultural 
monitoring systems, a model with slightly 
lower accuracy may be preferable if it provides 
substantially lower inference latency and 
memory requirements. Conversely, a highly 
accurate model may be unsuitable for resource-
constrained edge hardware if its computational 
demand is excessive. Therefore, model selection 
should consider multiple performance dimensions 

rather than classification accuracy alone. In 
addition to accuracy, latency, and memory, 
model interpretability and robustness to changes 
in image-acquisition conditions are important 
because agricultural products exhibit biological 
variability and practical imaging environments 
cannot always reproduce laboratory conditions.

Table 1 provides a direct comparison with 
representative approaches in the literature. Deep 
learning studies7,8 reported accuracies of 93.2% 
and 91.8%, respectively, whereas conventional 
feature-based approaches using random forest, 
SVM, and partial least-squares discriminant 
analysis reported accuracies ranging from 88.1% 
to 92.5%.9,17,18 However, inference latency was 
not reported for these representative studies. 
In contrast, the present framework evaluates 
multiple surrogate architectures against a high-
fidelity reference while explicitly considering 
classification performance, surrogate fidelity, 
and computational cost. This comparison is 
not intended to claim superiority based solely 
on numerical accuracy because the studies use 
different datasets and experimental conditions. 
Rather, it identifies the methodological distinction 
of the present work: predictive and computational 
characteristics are evaluated simultaneously 
within the same dataset, validation procedure, 
and hardware environment.

Recent studies support multi-objective 
optimization and feature-importance analysis 
to balance engineering objectives and improve 
model interpretability.19,20 Surrogate-assisted 
computational fluid dynamics studies in wire 
coating and refrigerated transport further 
demonstrate the value of reference-model/
surrogate frameworks for reducing computational 
cost and supporting performance–resource 
optimization.21,22

Deployment-oriented agricultural vision 
studies emphasize evaluating accuracy together 
with embedded processing and operational 
requirements.23,24 Surrogate-assisted optimization 
can reduce computational cost in engineering 
applications,25-27 while Edge artificial intelligence 
performance depends on model architecture, 
hardware, and the complete processing pipeline.28 
Multi-objective approaches further support 
explicit accuracy–latency–resource trade-
offs29,30, including resource-aware agricultural 
applications.31,32 Recent seed-classification studies 
demonstrate efficient deep learning and machine 
vision approaches,33,34 whereas knowledge 
distillation can reduce edge-computing demand 
but requires comparison with alternative 
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compression methods.35 Federated learning may 
additionally support future multi-site agricultural 
deployment, although communication and 
hardware heterogeneity remain important 
considerations.36

The contribution of the present study therefore 
does not arise from introducing Kriging, RSM, 
RBF, or image classification as individual 
techniques. Instead, it lies in establishing a 
unified surrogate-based framework in which 
these models are evaluated under identical 
experimental conditions against a common 
high-fidelity reference. The framework combines 
classification accuracy, surrogate fidelity, feature-
level interpretability, experimentally measured 
inference latency and memory requirements, 
robustness assessment, and multi-objective 
optimization. This enables the model-selection 
problem to be formulated as an accuracy–latency–
memory trade-off rather than an accuracy-only 
comparison.

Accordingly, the present study addresses 
the identified gaps by establishing a common 
experimental framework in which Kriging, 
polynomial RSM, and RBF surrogate models 

are evaluated against a high-fidelity reference 
model for chili product and seed classification. 
Beyond classification accuracy, the framework 
evaluates surrogate fidelity and experimentally 
measured computational cost, including inference 
latency and memory requirements. This enables 
the identification of accuracy–efficiency trade-
offs and provides a practical basis for selecting 
classification architectures according to available 
hardware resources. By integrating surrogate 
benchmarking, interpretability, robustness 
evaluation, edge-hardware measurements, and 
Pareto-based model selection, the proposed 
framework extends previous agricultural image-
classification research from accuracy-oriented 
benchmarking toward deployment-oriented 
model selection for resource-constrained smart-
agriculture systems.

Broader reviews of machine learning and deep 
learning in smart connected systems show that 
accuracy often takes priority over scalability, 
resource demand, and operational constraints.21 
Reviews of pattern recognition in cyber–physical–
social systems similarly identify adaptability, 
flexibility, fault tolerance, and scalability 

Table 1. Comparison with representative state-of-the-art agricultural image-classification studies

Study Crop/
material Feature type Model Dataset 

size
Reported 
accuracy

Latency 
reported

Principal 
focus

7 Weed seeds Deep features
Hierarchical 
bilinear 
convolutional 
neural network

5,000+ 93.2% No Deep-learning 
classification

8 Multiple 
crop seeds Pixel-level

Continual-
learning 
convolutional 
neural network

3,200 91.8% No Continual 
classification

9 Grain 
kernels Color + shape Random forest 1,800 89.4% No

Feature-based 
machine 
learning

15 Fruit 
ripeness

Color 
histograms

Support vector 
machine 900 88.1% No Ripeness 

classification

16 Rice seed 
vigor Hyperspectral

Partial least-
squares 
discriminant 
analysis

600 92.5% No Spectral seed 
assessment

This 
study

Chili 
product + 
seed

Color + 
texture + 
morphology

Kriging/
response 
surface 
methodology/
radial basis 
function vs. 
convolutional 
neural network

1,240
95.8% 
(best 
surrogate)

Yes

Accuracy–
fidelity–
computational-
efficiency 
trade-off 
and edge 
deployment
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as relevant evaluation dimensions.22 These 
observations support a multi-criteria evaluation, 
but they do not remove the need for direct 
baselines using identical data and hardware.

Recent studies emphasize evaluating 
agricultural vision beyond accuracy by 
considering embedded processing and operational 
requirements.25,26 Surrogate optimization supports 
efficient multi-objective decision-making,27-29,31,32,34 
while Edge artificial intelligence highlights 
architecture-, hardware-, and pipeline-dependent 
performance.30,33 Recent work also advances seed 
classification,35,36 knowledge distillation, and 
federated learning for compact and distributed 
edge intelligence.37,38

3. Materials and methods

3.1. Plant material and image acquisition
Chili fruits and seeds (Capsicum annuum L., 
cv. “Cakra Hijau”) were obtained from one 
commercial farm in Thailand in three batches 
over two months. Four classes were defined: green 
chili, fresh red chili, dried chili, and isolated 
seeds. The initial dataset contained 310 images 
per class (1,240 images). Whole-fruit images 
were acquired with a fixed-mount 12-MP RGB 
camera at 4,000 × 3,000 pixels, positioned 25 cm 
above a matte-black background and illuminated 
by a diffuse 5,500 K light-emitting diode ring 
light. Seed images were obtained with a 600-dpi 
flatbed scanner; seeds were separated before Otsu 
thresholding and watershed processing.

Seventeen images were excluded because 
of severe motion blur, incomplete foreground 
segmentation, excessive reflection or shadow, 
or target truncation. The retained dataset 
comprised 305 green chili, 308 fresh red chili, 302 
dried chili, and 308 isolated-seed images. The 
available records did not permit a verified count of 
distinct biological specimens or confirm whether 
repeated views of the same specimen crossed data 
partitions. Consequently, the reported validation 
is image-level and may be optimistic if correlated 
views were present. Future datasets should assign 
persistent specimen identifiers and use specimen-
grouped partitioning.

3.2. Image preprocessing
All images underwent four preprocessing steps: (i) 
background segmentation using Otsu thresholding 
on the grayscale channel; (ii) noise suppression 
using a 3 × 3 Gaussian filter; (iii) conversion 
from RGB to HSV and CIE Lab color spaces for 

illumination-robust feature computation; and (iv) 
size normalization. Images were resized to 224 × 
224 pixels for CNN input, whereas morphological 
measurements were retained at native resolution 
using a pixel-to-millimeter calibration factor 
obtained from a reference scale bar included 
during each acquisition session.39,40

The descriptor vector contained 17 variables: 
the mean and standard deviation of the R, G, 
and B channels (six); mean hue, saturation, and 
value (three); gray-level co-occurrence matrix 
(GLCM) contrast, homogeneity, energy, and 
correlation plus local binary pattern uniformity 
(five); and foreground area, eccentricity, and 
solidity (three). Morphological descriptors were 
calculated from the segmented foreground mask 
for every image, not only after class assignment. 
They are expected to contribute more strongly 
to seed–fruit separation than to discrimination 
among the three fruit classes. All variables were 
standardized using parameters estimated from 
training data.

3.3. High-fidelity reference model
MobileNetV3-Small, pretrained on ImageNet, 
was fine-tuned on raw RGB images using Adam 
(learning rate 1 × 10−4, batch size 32, maximum 
50 epochs, and early-stopping patience of eight 
epochs). The CNN generated a four-component 
softmax vector for each image.

The surrogate models received the 
17-dimensional handcrafted vector rather than 
CNN intermediate features. In direct mode, each 
surrogate learned the mapping from descriptors 
to ground-truth class labels. In distillation mode, 
it learned the mapping from the descriptor vector 
to the four CNN softmax probabilities. Thus, the 
CNN served as a probability-generating teacher. 
Logits and hidden CNN representations were not 
supplied to the surrogates.

3.4. Surrogate model formulations
For a high-fidelity system output expressed as 
y = f(X) + ε, the surrogate output was defined 
as ŷ = f̂(X), where f̂ approximates the reference 
function at reduced computational cost. Three 
surrogate approaches were implemented.
(i)	 Kriging (Gaussian process regression): 

Kriging was formulated as a Gaussian process 
with mean function μ(X) and covariance 
kernel k(Xi, Xj). A Matérn kernel with ν = 
2.5 was selected to provide a balance between 
smoothness and flexibility. Kernel length 
scale, signal variance, and noise variance were 
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optimized by maximum marginal likelihood 
(Equation 1):

	 ( )
2

2
2

5 5 5, 1 exp ,
3i j

d d dk X X σ
   

= + + −      
     

	        i jd X X= −‖‖ 	 (1)

Kernel hyperparameters (length scale ℓ, signal 
variance σ2, noise variance) were optimized 
via maximum marginal likelihood.

(ii)	Polynomial RSM: A second-order polynomial 
response surface was fitted to the extracted 
features (Equation 2):

	 14 14 2
0 1 1

ˆ i i ii i ij i ji i i j
y x x x xβ β β β ε

= = <
= + + + +∑ ∑ ∑ 	(2)

Model coefficients were estimated using 
ordinary least squares, with a multinomial 
logistic link for the classification setting. 
Statistical significance was assessed using 
analysis of variance at α = 0.05.

(iii)	RBF network: The RBF surrogate was 
represented as a weighted sum of Gaussian 
basis functions centered at M representative 
points cm. The centers were selected by 
k-means clustering, with M = 40 determined 
by cross-validation (Equation 3):

	 ( )2

1
eˆ xpM

m mm
y w X cγ

=
= − −∑ 	 (3)

The weights were estimated using regularized 
least squares, and the kernel width γ was 
optimized using a grid search with five-fold inner 
cross-validation.

Each surrogate was trained in two modes: (i) 
direct mode, in which the model was fitted to 
ground-truth class labels; and (ii) distillation 
mode, in which the model was fitted to the CNN 
softmax output distribution. The latter enabled 
explicit evaluation of surrogate fidelity to the 
high-fidelity reference model.

3.5. Multi-objective optimization
A bi-objective optimization problem was 
formulated to maximize classification accuracy, 
A(θ), while minimizing inference latency, T(θ), 
as functions of surrogate hyperparameters θ. 
The optimization was subject to a peak memory-
footprint constraint of ≤50 MB, representing a 
practical resource limit for embedded deployment. 
Non-dominated sorting genetic algorithm II 
(NSGA-II) was used with a population size of 60, 
100 generations, crossover probability of 0.9, and 
mutation probability of 0.1. The resulting Pareto 
fronts identified non-dominated hyperparameter 

configurations for each surrogate family.
MobileNetV3-Small received the resized RGB 

image and generated a four-element softmax 
probability vector, CNN

ip . In distillation mode, 
each surrogate received the corresponding 
standardized handcrafted vector, 14

ix R∈ , and 
learned the mapping ˆ : CNN

if x p→ . The surrogate 
output was normalized to obtain a valid class-
probability distribution, and its predicted class 
was determined by the maximum-probability 
component. No CNN logits or intermediate 
feature representations were supplied to the 
surrogate. In direct mode, the same handcrafted 
input vector was mapped to the one-hot ground-
truth label instead of the teacher probability 
distribution.

3.6. Experimental design and evaluation 
metrics
The retained images were partitioned using 
stratification into 90% development and 10% 
held-out test subsets. Ten-fold cross-validation 
was repeated over five random seeds, producing 
50 image-level partitions. Accuracy, macro-
precision, macro-recall, macro-F1, and Cohen’s κ 
were calculated. The nearly balanced class counts 
reduce, but do not eliminate, the need for per-class 
evaluation. The absence of specimen identifiers 
prevented specimen-grouped cross-validation and 
was treated as a limitation rather than concealed 
as specimen-independent validation.

Probability-level teacher fidelity was assessed 
with RMSE, MAE, and R2 between CNN and 
surrogate probability outputs. R2 describes 
reproduction of continuous probability variance; 
it is not itself a multiclass performance measure. 
Decision-level agreement and confusion matrices 
were therefore examined separately. Future 
reporting should add Jensen–Shannon divergence, 
teacher–surrogate Cohen’s κ, and class-wise 
agreement.

Pairwise differences across matched partitions 
were assessed with Wilcoxon signed-rank tests 
at α = 0.05 with Holm–Bonferroni correction. 
Permutation importance was estimated across 
cross-validation partitions. Conventional 
classifiers trained on the same descriptors and 
compressed CNN variants were not included; 
accordingly, the study does not establish a unique 
advantage over logistic regression, SVM, random 
forest, gradient boosting, k-nearest neighbors, 
compact multilayer perceptron, pruning, or 
quantization.
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3.7. Edge benchmarking and multi-
objective optimization
Computational measurements were obtained on 
a Raspberry Pi 4 Model B with 4 GB RAM and 
a Broadcom BCM2711 quad-core Cortex-A72 
processor at 1.5 GHz. The implementation used 
Python 3.11, OpenCV 4.9, scikit-learn 1.4, scikit-
optimize, PyTorch 2.2, and pymoo 0.6. Reported 
latency covers model inference for one prepared 
sample and excludes image exposure, transfer, 
segmentation, handcrafted-feature calculation, 
model loading, GUI rendering, network 
communication, conveyor tracking, and actuator 
response. The reported throughput is therefore 
model-level inference throughput, not sorting-
line throughput.

Non-dominated sorting genetic algorithm 
II maximized cross-validated accuracy and 
minimized inference latency subject to peak 
memory ≤50 MB. It used a population of 60, 
100 generations, a crossover probability of 0.9, 
and a mutation probability of 0.1. Decision 
variables were model family and family-specific 
hyperparameters, including Kriging kernel 
parameters, RBF center count and width, and 
polynomial configuration. The generated Pareto 
front supports constraint-dependent selection; 
because the original experiment did not define 
a formal knee-point or utility rule, no single 
universal operating point is claimed.

4. Results

4.1. Dataset composition
Table 2 summarizes the retained image-level 
dataset and the development and held-out 
partitions used in the reported evaluation.

The reference model correctly classified all 122 
images in this held-out split. This 100% result 

is reported only as a split-specific observation 
and should not be interpreted independently 
of repeated cross-validation or as evidence of 
external generalization.

4.2. Model interpretability and feature 
importance
Figure 1 presents a global interpretability 
analysis using an approximating surrogate 
decision tree. The resulting tree revealed a clear 
hierarchical classification structure in which seed 
density was the dominant first-level discriminator, 
followed by texture and color characteristics. 
Samples with seed density greater than 0.495 
were classified as isolated seeds, producing a pure 
terminal node containing 277 samples (Gini = 
0.0). Among samples with seed density ≤0.495, 
texture score provided the next major separation. 
Lower texture values were primarily associated 
with fresh chili classes, whereas higher texture 
values were associated with dried chili. Hue and 
saturation subsequently distinguished fresh red 
chili from green chili, while brightness further 
refined the classification of dried samples.

Figure 2 shows the confusion matrix obtained 
from the held-out test set of 122 samples. All 30 
green chili, 31 fresh red chili, 30 dried chili, and 
31 isolated seed samples were correctly classified, 
resulting in an overall accuracy of 100% on this 
particular test set. Precision, recall, and F1-score 
were consequently 1.00 for all four classes. 

Figure 3 evaluates surrogate fidelity by 
comparing surrogate predictions with the 
predictions of the underlying black-box classifier. 
The surrogate reproduced 120 of 122 black-box 
predictions, corresponding to a global fidelity 
of 98.36%. Complete agreement was obtained 
for green chili (30/30), fresh red chili (31/31), 
and isolated seeds (31/31). For dried chili, 28 
of 30 predictions were reproduced, with two 
disagreements involving green chili and fresh red 

Table 2. Final image-level dataset composition

Class Retained Development (90%) Held-out (10%)

Green chili 305 275 30

Fresh red chili 308 277 31

Dried chili 302 272 30

Isolated seeds 308 277 31

Total 1,223 1,101 122



	 9�

K. Nabudda et al / IJOCTA Vol.X, No.X, pp.X-X (2026)

chili predictions.
Figure 4 shows that the surrogate reproduced 

120 of 122 teacher decisions (98.36% agreement). 
Against ground truth, it correctly classified all 
green, fresh red, and seed images in this split 
and 28 of 30 dried chili images. These confusion 
matrices supplement, but do not replace, repeated 
cross-validation.

Figure 5 presents the Gini-based feature-
importance ranking derived from the surrogate 

decision tree. Seed density was the most 
influential feature (0.338), followed by hue (0.325) 
and texture score (0.287). Saturation contributed 
0.048, whereas brightness contributed 0.004. 
Thus, seed density, hue, and texture score 
together accounted for more than 95% of the 
total feature importance. 

Table 3 provides the cross-validated 
permutation importance of the seven most 
influential features. Grayscale standard deviation 

Figure 1. Global interpretability visualization of the classifier using an approximating surrogate decision tree

Figure 2. Confusion matrix evaluating classification performance on the held-out test dataset
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exhibited the highest mean importance (0.194 ± 
0.021), followed by mean HSV saturation (0.161 
± 0.018), GLCM contrast (0.133 ± 0.015), mean 
HSV value (0.109 ± 0.014), mean R-channel 
intensity (0.087 ± 0.012), GLCM homogeneity 
(0.071 ± 0.010), and local binary pattern 
uniformity (0.058 ± 0.009). The results indicate 
that grayscale variability, color saturation, and 
surface-texture descriptors were particularly 
informative for distinguishing the four chili 

categories.

4.3. Classification performance
Table 4 summarizes the classification 
performance of MobileNetV3-Small and the 
three surrogate models across the 50 image-level 
cross-validation partitions. The cross-validated 
results in Table 4 complement the performance 
presented in Figure 2, providing a more 
comprehensive assessment of model robustness 

Figure 3. Surrogate fidelity confusion matrix comparing surrogate predictions with black-box model predictions

Figure 4. Confusion matrix of the surrogate decision tree against ground-truth class labels
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Figure 5. Feature-importance ranking derived from the surrogate decision tree

Table 3. Cross-validated permutation importance (mean ± standard deviation, n = 50 cross-validated 
partitions)

Rank Feature Importance

1 Grayscale standard deviation 0.194 ± 0.021

2 HSV saturation (mean) 0.161 ± 0.018

3 Gray-level co-occurrence matrix contrast 0.133 ± 0.015

4 HSV value (mean) 0.109 ± 0.014

5 Mean R channel 0.087 ± 0.012

6 Gray-level co-occurrence matrix homogeneity 0.071 ± 0.010

7 Local binary pattern uniformity 0.058 ± 0.009

Table 4. Classification performance across 50 image-level cross-validation partitions (mean ± 
standard deviation)

Model Accuracy Precision Recall F1 κ

MobileNetV3-Small 0.971 ± 0.006 0.969 ± 0.007 0.970 ± 0.006 0.969 ± 0.007 0.961 ± 0.008

Kriging 0.958 ± 0.009 0.955 ± 0.010 0.957 ± 0.009 0.956 ± 0.010 0.944 ± 0.012

Radial basis function 0.936 ± 0.010 0.932 ± 0.011 0.934 ± 0.011 0.933 ± 0.011 0.915 ± 0.014

Polynomial response 
surface methodology 0.913 ± 0.012 0.908 ± 0.013 0.910 ± 0.012 0.909 ± 0.013 0.884 ± 0.016
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and generalization beyond the held-out test 
partition.

The CNN achieved the highest mean accuracy, 
followed by Kriging, RBF, and RSM. The CNN–
Kriging difference was not statistically significant 
under the reported Wilcoxon procedure (adjusted 
p = 0.087), whereas RBF and RSM differed from 
the CNN (adjusted p < 0.001). These tests apply 
to matched image-level partitions and do not 
correct for possible specimen correlation.

Table 5 reports the probability-level fidelity 
of each surrogate relative to MobileNetV3-Small 
using RMSE, MAE, and R2.

Kriging most closely reproduced the CNN 
probability outputs. These values should not 
be interpreted as substitutes for classification 
agreement, calibration, or divergence measures.

4.4. Computational performance and 
Pareto analysis
Table 6 summarizes model-level training time, 
inference latency, throughput, and peak memory 
measured on the Raspberry Pi 4.

Relative to the CNN, Kriging reduced model-
inference latency by approximately 8.6-fold. This 
comparison excludes preprocessing and actuation. 
Model-file size, energy per inference, numerical 
precision, warm-up count, and percentile latency 
were not available in the source records and 

should be included in a future reproducible 
benchmark.

4.5. Model interpretability and feature 
importance
The NSGA-II optimization produced a Pareto 
front spanning the accuracy–latency trade-
off shown in Figure 6. Kriging configurations 
occupied the high-accuracy region, achieving 
approximately 95% or higher accuracy at 
latencies of approximately 4 ms or above. RBF 
configurations occupied the intermediate region, 
with approximately 92%–94% accuracy at 2–3 ms 
latency. Polynomial RSM configurations occupied 
the ultra-low-latency region, with latencies below 
2 ms and accuracy of approximately 88%–91%. 
These results demonstrate that model selection 
depends on the required balance between 
predictive accuracy and computational resources.

4.6. Robustness and interface 
demonstration
An independent robustness set of 180 images was 
acquired under ±30% illumination variation and 
two alternative backgrounds. Accuracy decreased 
by 3.2 percentage points for the CNN, 4.7 for 
Kriging, 6.1 for RBF, and 7.8 for RSM. The 
set did not systematically examine motion blur, 
partial occlusion, overlapping products, surface 
contamination, camera or conveyor vibration, 
fruit orientation, or belt speed.

Table 5. Probability-level surrogate fidelity relative to MobileNetV3-Small

Surrogate Root mean squared error Mean absolute error R2

Kriging 0.081 0.062 0.94

Radial basis function 0.114 0.089 0.88

Response surface methodology 0.147 0.121 0.79

Table 6. Model-level computational performance on Raspberry Pi 4

Model Training 
time

Latency (ms/
sample)

Throughput 
(samples/s)

Peak 
memory

MobileNetV3-Small 42 min 46.2 ± 2.1 21.6 9.8 MB

Kriging 3.1 min 5.4 ± 0.4 185.2 4.1 MB

Radial basis function 1.4 min 2.8 ± 0.3 357.1 1.6 MB

Response surface methodology 0.4 min 1.1 ± 0.1 909.1 0.3 MB
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4.7. Dashboard demonstration
Figure 7 illustrates the developed GUI for 
practical deployment of the surrogate model-
based image-processing framework. The interface 
integrates image acquisition, automated feature 
extraction, surrogate-model inference, and 
visualization of classification results. Users can 
upload four images and specify the expected 
target categories before initiating analysis. The 
processed images are displayed in a four-panel 
preview, while the computer-vision pipeline 
extracts quantitative descriptors including mean 
grayscale intensity, grayscale standard deviation, 
mean hue, mean saturation, mean HSV value, 
and edge density. The resulting feature vectors 
are supplied to the surrogate model to generate 
real-time classifications and associated feature 
information.

In the demonstrated examples, the system 
identified green chili, fresh red chili, dried chili, 
and chili seeds using the extracted image features. 
The GUI demonstrates software integration and 
operator-facing visualization. It is not evidence 
of real conveyor throughput because tracking, 
controller communication, and mechanical 
actuation were not included.

5. Discussion

5.1. Principal findings and interpretation
The results show that compact surrogates can 

approximate a MobileNetV3-Small teacher while 
reducing model-level inference cost on Raspberry 
Pi 4. Kriging retained the highest accuracy and 
fidelity, RBF offered an intermediate trade-off, 
and RSM minimized latency and memory. The 
contribution is therefore a common accuracy–
fidelity–resource evaluation, not proof that 
surrogates universally outperform deep learning 
or conventional feature-based classifiers.

Color and texture distinguish maturity and 
drying states, whereas morphology contributes 
principally to seed–fruit separation. Computing 
morphology on every foreground mask avoids 
class-conditional feature availability, but unequal 
feature utility remains. A fruit-only ablation and 
a feature-family ablation are needed to quantify 
incremental value without allowing the easily 
separated seed class to dominate aggregate 
importance.

5.2. Direct learning, distillation, and 
missing baselines
Distillation transfers continuous teacher 
probabilities, which contain information about 
relative class similarity that one-hot labels 
omit. Nevertheless, the present comparison 
cannot isolate a unique distillation advantage 
because logistic regression, SVM, random forest, 
XGBoost, k-nearest neighbors, and a compact 
multilayer perceptron were not trained on the 
same descriptor vector. A rigorous extension 
should compare these baselines using identical 

Figure 6. Pareto front plot, accuracy (y-axis) vs. inference latency (x-axis, log scale), with distinct markers for 
Kriging, radial basis function (RBF), and response surface methodology (RSM) configurations; convolutional 
neural network (CNN) reference plotted as a fixed reference point
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specimen-grouped partitions and report ground-
truth performance, teacher agreement, memory, 
latency, and calibration.

The study also lacks pruning and quantization 
baselines. Compressed CNNs retain learned 
image representations and may avoid dependence 
on handcrafted segmentation, whereas surrogates 
reduce inference cost after a separate feature 
pipeline. Only end-to-end timing and energy 
measurements can establish which pathway is 
preferable.

5.3. Scalability and deployment 
boundaries
Exact Kriging commonly requires ( )3O n
training time and ( )2O n storage for covariance 
factorization, with prediction cost increasing with 
the number of retained observations. Its favorable 
performance at the present scale may therefore 
deteriorate for larger datasets. Sparse Gaussian 
processes, inducing-point methods, local experts, 
or representative-subset selection should be 
considered. RBF cost depends on the number of 
centers, whereas RSM offers low prediction cost 
at the expense of limited nonlinear flexibility.

The reported latency measurements apply 
only to model inference. Operational sorting 
additionally requires image acquisition, 
segmentation, feature extraction, tracking, 
communication, decision logic, actuation, and 
verification. Future conveyor experiments should 
therefore evaluate end-to-end latency, sorting 

accuracy, throughput, energy consumption, and 
performance across different belt speeds and 
object spacings.

From an industrial-engineering perspective, 
the complete sorting-cycle time can be expressed 
conceptually as Equation 4:

cycle capture transfer segment

features infer control actuate

T T T T
T T T T

= + +

+ + + +
	 (4)

The present benchmark quantifies only 
inferT . Therefore, the observed surrogate 

speed-up represents model-level computational 
acceleration and should not be interpreted 
directly as an increase in conveyor throughput 
until the remaining system-level components are 
measured.

5.4. Limitations and future work
The dataset represents one cultivar from one farm 
and a narrow collection interval. Three batches 
capture limited within-domain variation but do 
not represent genetic, geographical, seasonal, 
or production-system diversity. The image-level 
validation may be optimistic if repeated views 
of a specimen cross folds. The robustness set 
covered only illumination and background, and 
the GUI is not a physical sorting system.

Future work should establish specimen 
identifiers at acquisition; use multi-cultivar, multi-
farm, multi-season, and multi-camera external 
datasets; perform specimen-grouped nested 

Figure 7. Screenshots of the graphical user interface dashboard showing the classification output with predicted 
class, confidence score, and feature-importance visualization
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validation; include conventional lightweight 
and compressed-CNN baselines; add class-
wise specificity, balanced accuracy, confidence 
intervals, calibration, and distribution-divergence 
measures; quantify energy and end-to-end 
latency; and validate on a conveyor with realistic 
blur, occlusion, contamination, vibration, speed, 
and actuator constraints. Online adaptation 
may subsequently be examined, provided that 
update cost and bounded latency are evaluated 
together.15

6. Conclusion

This study developed a controlled proof-of-concept 
framework for classifying green chili, fresh red 
chili, dried chili, and isolated seeds using compact 
surrogates benchmarked against MobileNetV3-
Small. Kriging achieved the strongest surrogate 
performance (95.8 ± 0.9% accuracy; R2 = 0.94) 
and reduced model-inference latency from 46.2 ± 
2.1 to 5.4 ± 0.4 ms per sample on Raspberry Pi 
4. RBF and RSM occupied progressively lower-
latency regions with larger accuracy reductions. 
NSGA-II identified non-dominated configurations 
under a memory constraint, demonstrating that 
architecture selection depends on application-
specific priorities rather than accuracy alone.

The findings support feasibility under the 
tested laboratory and moderate acquisition 
perturbations, but they do not demonstrate 
cultivar-independent generalization, specimen-
independent accuracy, superiority over 
conventional lightweight or compressed CNN 
alternatives, or complete conveyor-system 
performance. These boundaries are central to 
interpretation. Multi-cultivar external validation, 
grouped evaluation, ablation studies, compression 
and lightweight-classifier benchmarks, and end-
to-end conveyor testing are required before 
industrial adoption.
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